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Abstract

What do Washington cannabis retailers learn about product demand, and what are the
consequences of the learning process? This paper provides evidence of learning and lost
variable profits in the newly established Washington state cannabis market. Retailer margins
and markups are initially responsive to past quantities sold, but the responsiveness declines
over time. Demand estimation with covariance restrictions reveals that discontinued products
have lower demand and are less sensitive to price changes. A Bayesian framework shows that
initial beliefs about demand are similar across products, but diverge over time and remain
systematically biased relative to structural estimates, particularly for high-volume products.
A counterfactual exercise shows that profits could have been increased by a median amount
of 84.06 to 98.12% had retailers known the true demand parameters. Learning is slow and
incomplete, and lost variable profits from learning are consequential. These losses are shown
to be consistent with behaviors such as asymmetric price adjustments and simple pricing
heuristics. Additionally, qualitative and reduced-form evidence indicates that retailers price
products independently, which further limits the overall effectiveness of learning.

Keywords: Learning, Product Choice, Demand Estimation, Covariance Restrictions,
Cannabis

1. Introduction

When assessing market structures and competition, classical economic theories of Cournot
and Stackelberg assume that firms know their demand curve. Some modern econometric
models, such as BLP-style demand systems, also make this assumption [5]. However, a
broader literature has evolved to recognize the complexity and uncertainty inherent in market
dynamics. Mills [28] introduces uncertainty into the demand curve, and more recent studies
reveal that firm behavior often diverges markedly from classic equilibrium predictions, as
evidenced by research in diverse market structures such as electricity [22], pineapples [9],
and privatization of liquor markets [23]. Theoretical studies note that learning from market
interactions by rational agents is slow if agents are not perfectly informed [34]. A review
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of experimental studies also shows multiple examples of participants learning slowly and
exhibiting behavioral biases, which slows the convergence to the optimal outcome [13].

A related and growing collection of literature on dynamic pricing and learning focuses
on oligopolistic settings [10]. Learning and adaptation through the lens of a smaller retail
establishment remains underexamined. Observing learning in entirely new markets is also
challenging: such markets seldom emerge, and data on wholesale costs are often unavailable.
This paper seeks to bridge this gap by examining the learning process of monopolistically
competitive retail establishments operating in a new legal market. Equally important, this
study seeks information on the behavior and learning of retailers in newly established recre-
ational cannabis markets. Are these retailers learning about their demand curve and are
their chosen prices converging toward optimality? What are these retailers learning about
the demand for their products? Finally, what are the costs of learning that result from a
lack of initial knowledge about the true demand parameters?

In this study, I use a novel method for estimating demand and traditional economic
models to quantify the learning of demand parameters by retailers. An advantage of my
study is that I observe the wholesale cost of the products in the sample. This study not only
contributes to our theoretical understanding of market dynamics, but also offers implications
about smaller retailers learning to sell their products in the cannabis space. To my knowledge,
very few papers report structural estimates of learning about new products while using each
product’s demand estimates and wholesale costs.1 The structural estimates are identified
using an alternative identification strategy that addresses potential problems that arise from
the setting.

I first show reduced-form evidence of retailers learning to set margins and markups based
on past quantities sold. Following the reduced-form evidence, I separately estimate demand
for two groups of products: products that are carried from adoption through the end of
the sample period, and products that are no longer carried by retailers at the end of the
data set (referred to as discontinued products). Next, I use a learning framework to analyze
the evolution of price setting and beliefs about product demand parameters. The goal is to
assess the differences between products that retailers continue to carry and those that are no
longer carried. The paper also examines whether learning dynamics differ across products
with high and low sales volumes. I account for endogeneity in demand estimation by using
covariance restrictions outlined in Mackay and Miller [26]. Finally, I assess counterfactual
variable profits in a situation where retailers already know the true demand parameters of
their products, and assess the convergence of prices to optimality.

The empirical results should be interpreted with the scope of the design in mind. The
reduced-form analysis is intended to test whether pricing becomes less responsive to sales
feedback as experience with a retailer-product combination accumulates, conditional on ob-
served controls, fixed effects, and product survival. The structural analysis then imposes a
maintained demand framework to recover demand parameters, belief updating, and implied
pricing gaps. The paper does not identify substitution patterns across products or retailers,

1Hitsch (2006) models product exit decisions under demand uncertainty with a sample of 10 ready-to-eat
cereals. The demand parameters are estimated using mature/established products, and wholesale costs are
not observed.
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and it does not separately identify retailer learning from all forms of consumer or wholesaler
learning without additional assumptions. Instead, the goal is to quantify the extent to which
observed pricing behavior is consistent with learning in this new market, and the extent to
which the learning is slow and incomplete.

The reduced-form evidence shows large movements in margins and markups in the �rst
year of a newly legal market, followed by a period of stable margins and markups. At
the retailer-product-month level, margins and markups are also more responsive to past
realizations in quantity sold when the product was in its early stages of adoption. The longer
a product is carried by the retailer, product margins and markups become less responsive to
past quantities sold. These patterns are robust to controls for local competition, including
the number of retailers operating within a census-designated place. The results are consistent
with the learning patterns exhibited in other research [12] [23].

The structural evidence shows that products that were discontinued before the end of the
data set had lower demand and less sensitivity to price changes compared to products that
retailers continued to carry. These results are robust to di�erences in market population.
Bayesian estimates show that retailers were less certain at adoption about products that
would eventually be discontinued. The initial mean beliefs at adoption for the surviving
and discontinued products were not drastically di�erent. However, posterior mean beliefs
for the surviving and discontinued products diverge over time and remain systematically
biased relative to the structural estimates. Additional results show that learning di�ers
across products with varying sales volumes, with larger discrepancies persisting for high-
volume products. Finally, a counterfactual exercise shows that variable pro�ts are lost due
to the learning process. Had retailers known the true demand parameters upon adoption,
products that retailers continued to carry would have generated higher median variable
pro�ts of 84.06% and 95.17% for high- and low-volume products, respectively. For products
discontinued with positive variable pro�ts, the corresponding median increases are 93.42%
and 98.12%. These losses are economically meaningful and highlight the signi�cance of
the learning process. Increased uncertainty about demand parameters and limited price
experimentation can lead to greater losses in variable pro�t. These consequences also a�ect
consumers, as pricing a�ects market e�ciency and the distribution of economic surplus.

In order to perform the analysis outlined above, I study a unique setting: the opening of
recreational cannabis markets in the state of Washington. Washington was one of the �rst
US states to legalize cannabis for recreational use. With the creation of a new (legal) market,
the state of Washington chose the path of transparency regarding sales records. A public
data set, often referred to as the Washington traceability data set, tracks the movement of
cannabis from �seed-to-sale" and records every upstream transaction and retail sale over a
three-year period. This data set is an ideal setting for learning research. The Washington
recreational cannabis market was a newly created legal market and can be observed from
the initial opening. The supply chain must be contained within the state to satisfy federal
statutes. Using this data set, I observe retail prices, quantities, and wholesale prices for each
transaction. An added bene�t of this data set is the lack of close substitutes for smokeable
cannabis �ower.

The rest of the paper proceeds as follows. Section 2 provides institutional context and
explains the data used in the analysis. Section 3 provides reduced-form evidence that re-
tailers are learning to set prices, margins, and markups over time. Section 4 outlines the
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structural framework used for the primary empirical investigation. Section 5 reveals the
results and counterfactual assessments. Section 6 provides a discussion of the results and
future expansions to address potential limitations.

2. Institutional Context and Data

The legalization and tracking of recreational cannabis in the state of Washington provides
a setting in which retailers choose and sell products over the �rst three years of the new (legal)
market. The data set includes both the wholesale and retail prices of the products in each
transaction. This provides an ideal setting for studying retailer learning. In this section, I
provide context on the structure of the legal cannabis market in Washington and describe
the data set in detail.

2.1. Recreational Cannabis Legalization in Washington

In November 2012, Initiative 502 (hereafter I-502) passed in the state of Washington. The
initiative legalized cannabis for recreational use by adults 21 years and older. Washington was
one of the �rst two US states to do so, along with Colorado. I-502 gave the Washington State
Liquor and Cannabis Board (WALCB) oversight to craft rules regarding implementation and
regulation.2 Some goals of the WALCB were to regulate and control the legal market, to
ensure the safety of the public, and to reduce the e�ect of illegal markets in the state.3

The law created three di�erent levels in the supply chain and established licenses for
each level. These three types are producers (growers), manufacturers who transform the
crop into products, and retailers. I-502 limited the vertical integration of the entire sup-
ply chain, but producers and processors could integrate [32]. Entry was unrestricted for
producer/processors, but retail entry would be limited. In September 2013, the WALCB
announced that BioTrackTHC would provide traceability software that would track every
transaction from �seed-to-sale". Every plant and subsequent transaction would be recorded
in the system, including the retail sale. The software, along with the fact that the supply
chain must remain in state due to federal regulations, led to the robust data set.

2.1.1. Retail License Allocation
Washington decided to limit the number of retail establishments allowed to operate in

the state. The state decided on a quota of 334 retail licenses and used BOTEC Analysis
Corporation, a consulting �rm, to assign the number of licenses [33]. The licenses were
�rst allotted by county using a non-linear formula to �allocate the designated number of
stores across counties in a way that minimizes the population-weighted average distance
over all counties"[6]. BOTEC �rst used NSDUH surveys to estimate the number of users
and then used a nonlinear optimization tool in Excel that yielded a continuous integer of
licenses per county. BOTEC then rounded to the closest whole number, or rounded to one
for fractions between zero and one, to �nd the recommended number of licenses per county.
The licenses were then assigned to quali�ed jurisdictions (128 total) based on their share of

2Initiative 502: https://lcb.wa.gov/publications/Marijuana/I-502/i502.pdf
3Results from Hollenbeck et al. [21] suggest black market cannabis is not widely available for the marginal

consumer in this setting.
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county population (determined by the 2010 census). The quali�ed jurisdictions are made up
of the most populated incorporated cities within each county. The initial total allocation of
licenses was 334. In 2016, the cap was increased to 556 in order to incorporate medicinal
dispensaries into the system.4 In this study, I de�ne a retailer as a single establishment.
Each retailer is learning about the unique demand for their product at their retail location.
The term retailer is used throughout the remainder of the paper.

2.1.2. Retail License Lottery
The window for accepting applications for all cannabis licenses started on September 14,

2013.5 Due to the limited number of licenses available in the retail sector, the number of
license applications received exceeded the amount available in 75 jurisdictions. For the 75
jurisdictions with excess applications, the WALCB approved a license lottery.6 On April
21-25, 2014, a double-blind lottery was held.7 To curb market dominance by a small number
of large �rms, no �rm was allowed to have more than three licenses, and a multiple location
licensee was not allowed to have more than 33% of the allotted licenses in any county or city
[19]. Each jurisdiction (de�ned as a census designated place) is a new legal market where
retailers will learn about their product demand parameters.

2.1.3. Retail Sales and Seed-to-Sale Monitoring
Retail cannabis sales began in July 2014. The state of Washington used the BioTrackTHC

traceability system to trace every single item from seed to sale, as well as enforce rules laid
out in I-502 and subsequent initiatives.8 The state sought to stay within any informal federal
regulations discussed in an August 2013 memorandum from Deputy US Attorney James Cole
[8]. The system was enforced by the state of Washington with rules in place to help check
for tax evasion. For example, retailers cannot sell cannabis without manufacturing records.
This requires accurate reporting by retailers. Retailers were also subject to random inventory
audits and faced one or more visits per year. Non-compliance is subject to large �nes [16].
Throughout the duration of the data set, retailer entry increased at a moderate pace. During
June 2015, about a year after recreational sales began, only 161 retailers reported sales. The
number of locations did not exceed the initial quota of 334 until December 2016. At the
end of July 2017, only 387 locations reported sales. Figure 1 shows a map of the state of
Washington. The map displays both active retail locations and Census Designated Places.9

2.2. Data
2.2.1. Washington Traceability Data

A unique feature of Washington's cannabis legalization is the Washington traceability
data report. The Washington traceability data report is the result of the requirement for

4Press Release: https://lcb.wa.gov/pressreleases/lcb-to-increase-number-of-retail-mj-stores
5License applications o�cially closed in March of 2016.
6https://lcb.wa.gov/pressreleases/liquor-control-board-approves-lottery-process-retail-cannabis-stores
7https://lcb.wa.gov/pressreleases/lottery-results-cannabis-retail-stores-available-wslcb-website
8https://lcb.wa.gov/pressreleases/liquor-control-board-announces-BioTrackTHC-provide-traceability-

software
9Map shows number of retailers active as of May 2017 and uses 2017 TIGER/Line Shape�les from the

U.S. Census.
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all �rms to record every transaction from seed to sale in the BioTrackTHC administrative
database. The traceability data reports are updated monthly and open to the public for
viewing upon request. This allows a user to observe all sales (both retail and wholesale) at an
individual transaction level from July 2014 to October 2017. The dispensing data alone has
over 110 million observations over this time period. Other states have also used BioTrackTHC
software to log transactions, but have opted to keep the data private. Washington chose the
route of transparency throughout the process.

The products are categorized into �usable marijuana", edibles, inhalables, and topicals.
Usable marijuana is the term used for �ower that is intended to be smoked. Flower prod-
ucts constitute approximately three-quarters of all retail transactions in the data. Within
the data, �ower products are di�erentiated by strain (their taxonomy) and potency levels
of tetrahydrocannabinol (THC) and cannabidiol (CBD) [16]. The registration process for
products in the system starts with each individual harvest. Harvested plants are registered
by �inventory lot" and the product within each lot is assumed to be homogeneous. Inventory
lots are eventually divided into smaller lots when it is time to sell to retailers. These retail
lots contain many sealed packages of a pre-speci�ed weight of �ower. These pre-weighted
packages are also considered identical. When sold to retailers, these lots are logged in the
system once again and assigned a new unique ID. This ID (a retail lot ID) uniquely identi�es
the manufacturer, product, the size of the lot, as well as the retailer it was distributed to
[16]. The ID is used to link the wholesale transfer of products to the retail sales data, and
allows a researcher to observe the wholesale price, retail price, and quantity sold in each
transaction.

2.2.2. National Historical Geographic Information System (NHGIS) and U.S. Census Data
I supplement the main analysis with demographic data from IPUMS NHGIS [27]. The

particular surveys used are series-5 surveys and have been �ltered to cover Census tracts,
Census Designated Places (CDPs), and counties. For this study, I use tract, CDP, and
county populations.

The geographic boundaries used come from the US Census Bureau. Washington's CDPs
are used to de�ne markets, since the jurisdictions to which licenses are allotted to generally
follow CDP boundaries. Census tracts and their populations are used to construct population
radii for each retailer. These radii are used as controls in the initial reduced-form model.

2.2.3. Constructing the Sample Used in Estimation
Using unique retail lot IDs and data on dispensing transactions, I aggregate variables

at the retailer-product-month level and the retailer-product-week level. For products, I
restrict my focus to the main sales category: usable cannabis (�ower). This is the largest
category in the Washington recreational cannabis industry. Focusing on usable cannabis also
helps mitigate concerns regarding consumer learning, as this product category is relatively
standardized and familiar to consumers. Erdem and Keane (1996) emphasize that consumer
learning is most relevant when consumers face uncertainty regarding product attributes. By
concentrating on a common product category, remaining consumer learning is less likely to
systematically drive observed demand dynamics.[12] Figure 2 shows the revenue by product
category in the state of Washington over time. Flower products are di�erentiated by strain.
I focus on each retailer's learning about the demand for strains they carry over time. There
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are over 73,000 retailer-product combinations over the life of the data set that are used in
estimation. This implies that the average retailer carried around 190 di�erent strains over
the course of the �rst three years of legalization. I de�ne a product as a unique retailer-
product combination. Although a producer can sell the same strain to multiple retailers,
each retailer learns about the product separately. For the remainder of the paper, the
terms �product" and �retailer-product" are interchangeable. Figure 3 helps illustrate this
concept. The image shows four di�erent usable cannabis strains listed on one retailer's
website. The items constitute four retailer-product combinations. The retailer must learn
about the product's unique demand parameters for that particular location.

The data has been cleaned to remove outliers. The maximum legal sale during this period
is one ounce, so I have dropped all retail sales above 28.5 grams.10 I also drop all prices
per gram above $40,11 and drop any prices less than $1 to remove any product samples that
were recorded in the BioTrackTHC point-of-sale system [16].

For the reduced-form assessment of learning, observations are at the retailer-product-
month level. The reduced-form sample includes all products with at least three monthly
observations. This accommodates the t � 2 lag structure required for the empirical speci�ca-
tion. Observations in the structural estimation are retailer-product-week combinations. For
structural estimation and inference, I split the data into two portions: one data set contains
only discontinued products (products that the retailer no longer sells) and one data set con-
taining products that survived from adoption until May 2017.12 In total, 38,751 discontinued
retailer-product combinations and 34,978 surviving retailer-product combinations are used
in structural estimation.13 Here, the products are included in the sample if they have at
least 10 weeks of data. This restriction is imposed to improve the reliability of the results.
For analyses that compare learning across product-volume groups, retailer-product combi-
nations are also classi�ed as high- or low-volume according to average weekly sales volume.
This classi�cation is constructed separately within the surviving-product and discontinued-
product samples using the median average weekly sales volume in each sample. Thus, high-
and low-volume are de�ned relative to products with the same survivor status.

3. Reduced-form Evidence of Learning in the Washington Recreational Market

3.1. Overview

This section presents reduced-form evidence of retailers learning about product demand
in the wake of a completely new industry opening in the state of Washington. The evidence
I present exhibits patterns consistent with learning. With learning, we should expect to see
large movements in prices, margins, and markups in a market's infancy. This is followed
by stabilization over time. A similar pattern should also appear at the retailer-product
level. Retailers should initially be highly responsive to realizations in quantity sold, and

10approximately 0.16% of the observations
11approximately 0.05% of all observations
12The state of Washington selected a new tracking system in June of 2017, and fully transitioned to the

system over the subsequent months. May 2017 was chosen as the cuto� point to avoid any issues as a result
of the transition.

13More information on the retailers' power to choose the products they sell is included in the appendix.
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less responsive over time as they learn about the product. This pattern is consistent with
the de�nition and learning patterns exhibited in Huang et al. [23] and Ching [7]. First,
I demonstrate that prices, margins, and markups were very volatile in the initial year of
recreational cannabis sales, with stabilization occurring in the last year of the data set. I
follow this descriptive evidence by presenting a conceptual model that tests the reactivity
of retailer gross margins and markups to realized quantities sold and whether the reactivity
changes over time.

In order to characterize the learning process in this initial stage, I focus on the evolution
and stabilization of gross margins over time. Focusing on gross margins helps �lter out any
changes that occur due to the downward trend in wholesale prices over the initial stages of
the industry's emergence. A product is de�ned as a unique retailer-product (retailer-strain)
combination in the data set.

3.2. Initial Evidence of Learning

3.2.1. Price, Gross Margins, and Markups Over Time
Figure 4 shows the evolution of prices in Washington's recreational cannabis industry.

The panel on the left shows retail prices over time and the panel on the right shows wholesale
prices over time. Retail prices are tax-exclusive. The pattern of retail prices over time in
the state of Washington is consistent with �rm learning. Prices are initially very volatile,
especially during the �rst year of recreational cannabis sales. Prices appear to be stabilizing
in the early part of 2015. However, there is a clear decrease in retail price mid-way through
2015. This decrease is in response to an unexpected change in the tax structure for recre-
ational cannabis. This tax reform was passed on June 27, 2015, and signed into law by the
governor on June 30, 2015 [16].14 After the response to this tax reform, we see the continu-
ation of rather stable prices over time. It is visually evident that there is a clear correlation
between retail and wholesale prices. When assessing each individual retail transaction, the
correlation coe�cient between retail price and wholesale price is 0.8. Thus, the rest of the
reduced-form analysis will focus on margins in order to take this correlation into account
and separate retailer learning from wholesaler price changes. Retailer markups are included
in the estimation to be thorough.

Figure 5 shows the evolution of retailer gross margins and markups over time. Here,
we see a similar pattern consistent with retailer learning. Margins and markups begin to
stabilize in early 2015, and this stabilization continues after retailers adjust to the tax reform
in the middle of the year.

3.3. Reduced-form Evidence Using a Conceptual Model

3.3.1. Learning and a Retailer's Adjustment Rule
If retailers learn by experience and/or trial and error, we would expect a retailer to

initially make mistakes and be sensitive to any realized demand shocks during a product's
infancy. As these retailers become more informed about a product's demand, they become
less responsive to any unexpected shocks. As a result, gross margins and markups should

14Hansen et al. [16] discuss the tax change and its e�ects, which eliminated a tax that is collected during
the transfer of products from wholesalers to retailers.
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begin to stabilize and be less responsive to quantities sold. These patterns have been ob-
served in other settings. Doraszelski et al. [11] �nd this pattern in response to deregulation
in UK electricity markets. Moyen et al. [29] �nd a similar pattern when investigating the re-
sponsiveness of corporate investments over time. Huang et al.[23] �nd a similar pattern after
the privatization of liquor sales in the state of Washington. The legalization of recreational
cannabis in the state of Washington provides a novel setting in which both the industry
and the product category are in their infancy, and the initial introduction of new product
varieties requires the acquisition of new information regarding product demand. The setting
allows for the investigation of learning by small cannabis retailers.

To preliminarily examine learning by retailers in this setting, I expand a framework from
Baumol and Quandt [4] to more formally capture how retailers respond to past realizations in
quantity sold and how that responsiveness changes over time. They discuss why �rms utilize
heuristic over full optimization methods in the decision-making process. The authors focus
on the cost of acquiring information as a barrier. They argue that �rms balance the bene�ts
of complete information against the costs of acquiring it, and that �rms often use imperfect
but adequate decision rules. These rules may be close to optimal given both uncertainty and
the costs associated with acquiring information. Their discussion lays the foundation for a
conceptual model that can investigate the rate of retailer learning over time. They introduce
the general form of a simple adjustment rule:

pt+1 � p t = f
�

pt � p t�1 ; r t � r t�1
�

(1)

The authors classify this equation as a learning rule. In this learning rule, pt denotes the
price set by the �rm in period t, while pt�1 is the price chosen one period earlier. pt � p t�1

represents the most recent observed change in price. rt denotes pro�t in period t. r t � r t�1

captures the associated change in pro�t resulting from the most recent price adjustment.
They also show that the rule can be tailored to �t di�erent optimization procedures. An
establishment can use a modi�ed version of this rule to make pricing adjustments by observ-
ing the e�ect of previous pricing changes on realized revenues. If a particular price change
led to a good outcome (such as an increase in revenue), then the rule would call for more of
that change.

The mechanism highlighted by Baumol and Quandt can be adjusted to further capture the
characteristics of learning-by-doing. I adapt this adjustment rule to capture the relationship
between changes in margins and resulting changes in realized quantities sold. Using margins
helps account for variation in wholesale costs, while using a quantity-based sales signal rather
than pro�t or revenue avoids mechanically embedding the retail price on the right-hand side
of the regression, preventing simple algebraic simultaneity with the margin and markup
outcome variables. Further changes are made to capture the response to past realizations
over time, e�ectively measuring how the rate of learning changes as retailers acquire more
information. The resulting conceptual model provides a way to assess the broad learning
patterns before moving to a more structured approach.

Following this intuition, the objective of the reduced-form speci�cation is to test whether
retailers exhibit behavior consistent with experiential learning, rather than to recover struc-
tural demand parameters. In early stages, learning models from previous research predict
that �rms respond to whether an outcome was better or worse than expected, rather than
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to the exact magnitude of the realization (which may be noisy) [23] [7]. To capture this
feature, I focus on directionality by observing whether quantities improved relative to the
previous period, rather than the size of the improvement. This approach isolates the sign
of the signal while avoiding ampli�cation from scale di�erences across products and time.
Later sections will introduce an approach to recovering structural parameters.

To test whether the aforementioned patterns consistent with learning are exhibited by
cannabis retailers, consider the following model:

Let i represent a unique retailer-product combination.

ln(y it ) = � 1ln(y it�1 ) + � 2ln(y it�2 )

+ (�Q it�1;it�2
+ )

�
� 1ln(y it�1 ) + � 2ln(y it�2 )

+ � 1ln(y it�1 ) � ln(Age it ) + � 2ln(y it�2 ) � ln(Age it ) + �
�

+ �ln(Age it ) + �X it + ! place + 
 p + � year + � it

(2)

Here, yit represents either gross margin or mark-up for a retailer-product-month com-
bination. �Q it�1;it�2

+ is an indicator equal to 1 if the change in quantity sold from time
period t � 2 to t � 1 is strictly positive and zero otherwise. In a simple case, the goal of a
monopolistically competitive retailer is to increase sales. Thus, the aforementioned indicator
being equal to 1 is considered a positive outcome for the retailer. Ageit represents the age of
a retailer-product combination at time t and refers to the amount of time (in months) since
a retailer adopted and began selling a particular product. Xit is a vector of controls. This
vector includes the population in a one-mile radius surrounding a retailer, the population
in a seven-mile radius surrounding a retailer15, the number of retailers in a CDP (which
captures local competitive intensity), the natural log of �rm age, and the number of loca-
tions in a �rm/organization. Fixed-e�ects for CDP (! place), product (
 p), and year (� year )
are included in the regression, and standard errors are clustered by retailer.

The main parameters of interest are �1 and � 1, which capture the retailer's responsiveness
to prior positive quantity shocks. The coe�cient � 1 measures the extent to which a strictly
positive quantity realization reinforces the previous period's margin or mark-up choice, while
� 1 captures how this reinforcement changes as the product ages. If retailers price heuristically
and learn over time, one would expect �1 to be positive and �1 to be negative. Under learning-
by-doing, � 1 re�ects short-run reinforcement from recent positive feedback, while �1 re�ects
the attenuation of this reinforcement as experience accumulates and beliefs become more
precise. A negative �1 therefore indicates declining reliance on recent quantity realizations
as information is acquired. In contrast, explanations based on demand shifts or competitive
responses do not naturally generate this age-dependent attenuation.

15Hobday et al. [18] �nd that most participants would not travel more than 10 km (6.2 mi) to purchase
regularly priced alcohol. I use a slightly larger radius to represent the range of in�uence for a particular
store.
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The model modi�es Baumol and Quandt's framework to account for other factors that
a�ect the consistency of the parameters. Focusing on gross margin as the main outcome
variable removes the e�ect that wholesale price plays on changes in retail price. Using
quantity sold instead of revenue ensures that price is not a factor in this explanatory variable
and the outcome variable. The lagged values of the outcome variable also account for any
autocorrelation in the pricing pattern in addition to allowing an appropriate interpretation
of the parameters of interest.

3.4. Reduced-form Results

Table 1 reports estimates of Equation 2, which is designed to test whether retailers'
responsiveness to positive demand feedback attenuates with product experience and aligns
with learning-by-doing. The dependent variables are the log of gross margin and the log of
markup. The primary explanatory variable of interest is the interaction between a strictly
positive quantity change from t�2 to t�1 and the natural log of the one-month lag of margin
or markup, with coe�cient � 1. The key learning parameter is the triple interaction of this
term with product age, with coe�cient � 1, which captures how responsiveness evolves as
experience accumulates. Additional lagged terms are included to �exibly account for persis-
tence in margins and markups, but the identifying variation for learning operates through the
interaction of positive quantity realizations and product age. The reduced-form regressions
rely on lagged prices and quantities. They are estimated only over retailer-product combina-
tions that remain active, so pricing dynamics are measured conditional on product survival.
The reduced-form speci�cation is designed to capture learning about consumer price sensi-
tivity through pricing responses, rather than learning about product viability governed by
the demand intercept.

The results show that both gross margins and markups in the current time period are
sensitive to past positive quantity shocks. The coe�cient of log Marginit�1 x �Q it�1;it�2

+ is
positive and statistically signi�cant (� 1). This indicates that a retailer chooses a particular
margin in a time period based on previous outcomes in quantity sold. If the retailer observes
that the previous margin led to a positive outcome (a positive quantity change), there is a
stronger correlation between the previous month's gross margin and the margin they choose
in the current period. A positive and statistically signi�cant coe�cient on log markup it�1 x
�Q it�1;it�2

+ indicates a similar relationship. While retailers are sensitive to quantity shocks
in the previous month, the responsiveness subsides over time, and is a pattern consistent
with learning by retailers. Consistent with learning, the estimated attenuation parameter �1

is negative and statistically signi�cant.
The evidence suggests that retailers are learning about the products they carry over

time. Retailers are initially uncertain about the demand of the product upon adoption, and
incorporate the signal sent from realized sales more heavily into their pricing decision. As
they learn from experience and become more certain in their assessment of the product,
their responsiveness to a new signal decreases. This pattern is consistent with �ndings from
Bayesian learning models [7] [23], and matches the de�nition included in Erdem and Keane
[12].

Local entry and competition have been found to a�ect the level of demand and markups
in this market, as shown by Hollenbeck, Hristakeva, and Uetake (2024)[20]. While such com-
petitive forces shift the overall demand environment facing a retailer, competition does not
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mechanically imply that retailers should become less responsive to realized sales outcomes as
products age. The pattern documented in the reduced-form results is more consistent with
retailers updating their beliefs about product-speci�c demand parameters over time, rather
than a mere artifact of an evolving market structure. Thus, while entry and competition
shape the environment in which retailers operate, they do not generate the declining feed-
back responsiveness that characterizes learning-by-doing in pricing, and the reduced-form
speci�cations explicitly control for local competition using the number of active retailers in
the CDP.

These reduced-form results should be interpreted as evidence consistent with experien-
tial learning in pricing rather than as a complete causal decomposition of all forces shaping
prices and quantities in this market. The speci�cation is designed to test whether respon-
siveness to sales feedback attenuates with product age, conditional on observed controls and
survival of the retailer-product spell. By construction, it does not separately identify retailer
learning from consumer learning, wholesale-side learning, or all competitive responses. For
that reason, the reduced-form evidence is best viewed as a disciplined motivation for the
structural analysis that follows, where the maintained demand framework is used to study
belief updating and pricing more directly.

3.5. Alternative Speci�cation Using Lagged Outcomes As Instruments

The reduced-form speci�cation above investigates whether retailers learn about margins
and markups over time in response to demand shocks. In addition, it explores whether the
rate of learning decreases as the age of the product increases. The speci�cation also controls
for changing wholesale prices over time and for the autocorrelation of markups and margins
over time. Unfortunately, having a lagged value of the outcome of interest on the right-hand
side of the equation introduces endogeneity.

In order to account for this issue and rule out bias as a factor, I utilize an alternate
speci�cation modeled after Arellano and Bond (1991) as follows:

ln(y rpt ) = � t ln(qrpt�1 ) + 
 t ln(qrpt ) + � t ln(y rpt�1 ) + � rpt (3)

Here, the key parameter of interest is �t which measures the sensitivity of the outcome
of interest to quantity shocks in the previous period. In this equation, t represents the age
of the product since its adoption, in four-month intervals.16 � t is allowed to vary over time
to quantify how responsive retailers are to changes over time. If retailers deem the past
quantity shocks informative, we should expect the magnitude of �t to be relatively large. If
past shocks are not informative, the magnitude should be relatively small. If retailers are
learning, these shocks will be more informative in the early stages of the product's adoption.
Over time, the magnitude of �t should decrease as the rate of learning decreases over time.
As retailers su�ciently learn about a product's demand parameters, they should be less
responsive to past quantity changes. The model is estimated using a two-step di�erence
GMM estimator (Arellano and Bond, 1991) to remove time-invariant retailer-product �xed
e�ects via �rst-di�erencing. To address the mechanical endogeneity introduced by the lagged
dependent variable in the di�erenced equation, the outcome variable is instrumented using

16The �rst interval covers six months in order to get an accurate representation using the speci�cation.

12



its third lag in levels. Both contemporaneous and lagged quantities are treated as strictly
exogenous. The concept of letting �t vary over time was modeled after Huang et al. [23].

3.5.1. Results of Alternative Speci�cation
Figure 6 presents the results of the Arellano-Bond approach described in Equation 3,

which addresses the potential endogeneity that occurs in dynamic panel data models. In
Figure 6, the outcome variable is the log of gross margin, and is regressed on the log of
contemporaneous quantity, past quantity, and price. Here, gross margins respond positively
and signi�cantly to past sales quantities. The responsiveness then starts to decline as the
age of the product increases. The estimate of the coe�cient for the last interval is about one-
third the size of the initial coe�cient representing the �rst interval. These �ndings reinforce
the reduced-form results in Equation 2. Each �t coe�cient is statistically signi�cant with
a p-value less than 0.01. Figure 7 presents results in a similar fashion, but the outcome
variable is the log of markup. In this �gure, the coe�cient begins to stabilize after the
fourth interval.

3.6. Learning, Pricing, and Product Viability

While other forces such as retailer entry, response to competition, wholesale price move-
ments, and product assortment may in�uence the level of prices, margins, or quantities in
this market, they do not on their own imply the age-dependent decrease in responsiveness
documented above. Entry and competition can shift demand conditions and pricing incen-
tives over time. Hollenbeck, Hristakeva & Uetake (2024)[20] show that an increase in nearby
competitors is associated with lower retailer markups and that retailers may respond to
competition by di�erentiating their assortments, but they do not on their own imply that
retailers should become less reactive to realized sales outcomes as experience accumulates.
Similarly, changes in wholesale prices a�ect margins mechanically but are �ltered out by
focusing on gross margins rather than retail prices. Product exit may re�ect learning about
product viability, but it operates through infrequent, discrete stay-or-scrap decisions rather
than through continuous pricing adjustments. As shown in models of optimal product exit
under demand uncertainty (Hitsch, 2006 [17]), learning a�ects whether a product remains in
the market, whereas pricing decisions adjust continuously within surviving product spells.
Consequently, exit behavior alone cannot explain the gradual decline in demand-feedback
sensitivity documented above. This distinction motivates examining pricing dynamics con-
ditional on product survival, while separately using product exit to inform learning about
product viability. The patterns found point to a learning mechanism operating through be-
lief updating rather than through changing market structure alone, motivating the need for a
structural framework that explicitly models demand, belief formation, and pricing decisions
over time (Ching, 2010 [7]). The next section formalizes this intuition.

4. Structural Framework and Setup

This section outlines the structural framework used to study how retailers in Washington
learn to price and sell smokeable cannabis products. The goal is to empirically investigate
what retailers learn about the products they chose to keep and the products they no longer
carry. I outline a framework for estimating the product demand parameters and the learning
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process. The section begins by laying out the demand framework and data generating process
for a monopolistically competitive retailer in this industry. I incorporate a method that
uses a covariance restriction on unobserved demand and supply shocks to identify demand
parameters, and further outline its use in a Bayesian learning framework.

A useful distinction for the structural analysis is between learning about product viability
and learning about pricing. In this framework, the demand intercept A is most closely
related to the level of demand and therefore to whether a product is worth carrying at
all, while the price sensitivity parameter � governs how a retailer should adjust price for
products that remain active. The paper therefore uses observed survival outcomes to classify
products ex post, but it does not model the endogenous keep-or-drop decision itself. Instead,
the structural exercise asks how retailers update beliefs about demand parameters within
observed retailer-product spells, and how those beliefs map into pricing behavior and implied
pro�t losses.

4.1. Demand Model and Data Generating Process

Consider the case of a monopolistically competitive retailer that has decided to carry
a new product. Let demand be linear, where A represents a product's demand location
parameter, and � represents a product's price sensitivity parameter. Observed quantity
sold is informative about both parameters, and the structural framework uses that signal to
study how retailers update beliefs within an observed retailer-product spell. Suppose that
the true values of both A and the price sensitivity parameter are unknown to the retailer.
This implies that a realized quantity sold is informative about both A and �. The retailer
must separate the information revealed by a sold quantity and assess the quality of this
signal before updating its beliefs about the demand parameters.

The retailer is assumed to be myopic and to assess each product individually. This
assumption is guided by the empirical evidence and informal interviews with cannabis re-
tailers in the state of Washington. More discussion of this assumption appears in the next
subsection. The optimal pricing strategy chosen matches the evidence provided.

To investigate this setting, I �rst introduce the corresponding demand framework, fol-
lowed by a method that adjusts parameter estimates for any biases in the estimation. This
method helps to account for situations in which demand shocks unobserved by the econo-
metrician are incorporated into the pricing strategy.

The retailer's demand curve for the product is as follows:

Qit = A i + � i Pit + � it + ! it (4)

Q is the quantity sold, P is the price chosen by the retailer for the product. Ai and
� i are the true parameters. Ai is the location of the demand curve for a product and �i
represents the price sensitivity parameter. While � is expected to be negative to re�ect
downward-sloping demand, the structural estimation allows the parameter to be positive or
negative. Observations are weekly (t) for each retailer-product combination (i). � is a nor-
mally distributed mean-zero demand shock that can occur in a given period. � is observed by
the retailer and incorporated into the retailer's pricing strategy. ! is a normally distributed
mean-zero demand shock that is revealed by the quantity sold and is not incorporated into
the pricing strategy. The retailer views product demand curves as downward sloping and
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the quantity sold is a function of the location of the demand curve and sensitivity to changes
in the price of the product.

The optimal price that maximizes variable pro�t in this demand framework is:

P �
it =

Ap
it + � it

2j� p
it j

+
Ŵit

2
(5)

The optimal price re�ects that the retailer incorporates wholesale price (̂Wit ) and their
prior mean beliefs of the demand curve location and price sensitivity (Ap

it and � p
it respectively)

into their pricing strategy.17 Let the retailer's beliefs about demand parameters be normally
distributed. The retailer also incorporates signals about demand shocks into their pricing
strategy, represented by �it . The demand model and the resulting optimal price are useful
for this investigation. The model conveniently summarizes the demand for a product in one
term: the demand location parameter (Ai ). This allows for a simpler comparison of products
and assessment of learning trends. Note that P�it is endogenous, since �it is unobserved by the
econometrician, and the demand estimation will be biased. Estimates will not correspond
to the signals the retailer receives.

4.2. Choice of Demand Model and Pricing Environment

The demand model and pricing strategy assumed in this study align with empirical evi-
dence and informal interviews of retailers in Washington's cannabis markets. The evidence
and interviews point to a strategy in which managers follow boundedly rational, myopic de-
cision rules rather than fully dynamic joint optimization across products. Retailers appear
to price products independently. Managers interviewed appear to adjust prices primarily in
response to realized sales outcomes rather than through deliberate forward-looking experi-
mentation. Additionally, some may anchor to heuristic pricing rules. Informal interviews also
suggest that some retailers rely on simple markup heuristics, including pricing rules close
to keystone pricing. Consistent with this, a nontrivial share of observed usable-cannabis
transactions have markups in a range centered around the keystone benchmark. I return to
this evidence in the counterfactual analysis in Section 5.

Table 2 estimates the relationship between the price per gram and the number of strains
carried by the store. The explanatory variable of interest is the number of strains carried
by a retailer. The outcome of interest for the �rst two columns is price per gram. For
these columns, the main explanatory variable of interest is the number of strains carried by
the store. In both columns, the number of strains carried has no detectable e�ect on the
price per gram of a particular strain. This indicates that a product's price per gram is not
a�ected by the number of strains (potential substitutes) that the store carries. The outcome
of interest for the last two columns is the natural log of price per gram. The explanatory
variable of interest for these two columns is the natural log of products (strains) carried by
the store. The coe�cient of the explanatory variable of interest is not statistically signi�cant.
This again indicates that there is no statistically signi�cant relationship between a product's
price per gram and the number of usable cannabis strains the store carries.

17Ap
it = E[A it jQ̂it�1 ; Ap

it�1 ], � p
it = E[� it jQ̂it�1 ; � p

it�1 ] ; The belief-updating process is de�ned in Section
4.3.
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A secondary variable of interest is the number of establishments in a jurisdiction. Columns
2 and 4 exclude observations from jurisdictions (Census Designated Places) that did not dis-
tribute retail licenses using a lottery. The regressions used for these columns instrument the
explanatory variable that measures the number of establishments in a CDP. In a separate
working paper, I develop instruments for establishment entry in a CDP. More information
on these instruments is available upon request. In Table 2, each column shows that the
number of establishments in a CDP did not a�ect the price per gram of the product. This
indicates that the entry of retailers and increased competition did not cause a decrease in
the price per gram of cannabis products carried. A full discussion of this result is included in
the working paper. This result additionally supports the reduced-form evidence of learning
found in Section 3.

Informal interviews with retail managers in the Washington state cannabis industry re-
inforce these results. In 2023, I conducted telephone interviews with 20 managers at various
stores in di�erent parts of the state. I asked the following questions to these managers:

1. What are the factors that go into the choice of a product's price?
2. Does the store choose prices individually or jointly?
3. Does the store ever choose prices they think are incorrect in order to see the outcome?
4. How closely does the store pay attention to the prices of competitors?

Most of the managers stated that the wholesale price and the perceived quality of the
product are the main factors incorporated into a product's pricing strategy. I incorporate
these factors as part of the optimal pricing strategy in the structural model. The perceived
quality of the product is re�ected in the prior beliefs about the demand parameters. No
managers claimed to jointly choose the price of their products, nor did they report experi-
menting with intentionally incorrect prices to observe the e�ects on the product's own sales
or the sales of other products. Managers reported that prices are adjusted in response to
product demand. Some of the retailers also allude to an asymmetry in pricing changes as
a result of customer reactions. These retailers are more likely to utilize price decreases out
of fear that customers will respond negatively to price increases. A Seattle-based retailer
also alluded to using a rule similar to keystone pricing as a starting point for pricing. These
last two statements lend credence to the possibility that behavioral biases have slowed the
convergence of actual prices to the pro�t-maximizing price.

Although these interviews may be subject to bias, the interviews and empirical evidence
point to a linear demand model and the resulting price strategy being a useful starting point
for a structural investigation of learning in this industry. In a future paper, I aim to utilize
a random-coe�cients logit model of demand to investigate di�erent aspects not investigated
in this paper. With this model, I can decompose the demand location parameter (A) to
recover which consumer characteristics retailers appear to be learning about [31].

An additional consideration is the potential role of consumer learning in this newly es-
tablished market. Consumers may update their preferences as they gain experience, which
could a�ect observed demand independently of retailer learning. This paper does not explic-
itly model consumer learning. However, the analysis focuses on usable cannabis, a relatively
standardized and widely consumed product category. Erdem and Keane (1996) emphasize
that consumer learning is most relevant when consumers face uncertainty regarding product
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attributes. Relative to more di�erentiated product categories, focusing on usable cannabis
likely reduces the scope for consumer-side learning to systematically shape the observed de-
mand dynamics. Nevertheless, consumer learning remains a potential source of unmodeled
variation.

4.3. Accounting for Endogeneity

A well-documented issue with the identi�cation of demand models is that a �rm can ad-
just its margins and markups in response to demand shocks. The incorporation of a demand
shock (that is unobserved to the econometrician) into the retailer's pricing strategy will cause
an upward bias in the price parameter, and the resulting estimates will not correspond to
the demand signals observed by the retailer. Although instrumental variables are the usual
approach to deal with this issue, biases can still exist in �nite samples and in instances
where the instrument and the price lack a strong correlation, particularly in settings with
active learning and frequent price adjustment [35]. In this setting, the correlation may be
weaker with weekly observations and varying frequency in wholesale inventory purchases.
Consistent with this concern, the average lag between an inventory purchase from a whole-
saler and the corresponding retail dispensary transaction in the data is 34.85 days, implying
that wholesale prices are often set several weeks before the corresponding retail transaction
occurs. The sample size of each retailer-product combination also varies, which may further
limit instrument relevance.

To address endogeneity, I utilize an estimation technique laid out by Mackay and Miller
[26]. They show that a covariance restriction on unobserved demand and cost shocks can
resolve this endogeneity issue and allow the price sensitivity parameter to be identi�ed. This
adjustment process accounts for the retailer's ability to observe its past pricing strategy and
signals, while the econometrician only observes the price re�ected in the data. Following
the Mackay-Miller method, the updated estimate of � can be isolated by subtracting a bias
term from the OLS estimate of alpha at time t. The key assumption for this method is that
demand shocks and supply shocks are uncorrelated.

Following the Mackay-Miller method, the price sensitivity parameter � is estimated as
follows:

� it = � it
OLS �

Covt (� i
OLS ; �̂ i )

V art (P̂i ) � Cov t (P̂i ; �̂ i )
(6)

Where � it
OLS is the OLS estimate of alpha at time t, �i OLS is a vector of OLS residuals

up to time t, and �̂ i is a vector of observed gross margins (P̂ � Ŵ ) up to time t. The
updated estimate of price sensitivity now re�ects that quantity sold is informative about
both parameters and accounts for the unobserved component in a retailer's pricing strategy.
The right-hand side of equation 6 adjusts for any upward bias that arises from this unobserved
component. This updated estimate of alpha is then used to recover the estimate of A at
time t.

Upon updating the estimate of alpha, the estimate of A is updated as follows:

A it = �Q � � it
�P (7)

This process is tractable and �exible enough to combine with learning frameworks. The
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demand framework and identi�cation technique are utilized to achieve multiple objectives.
First, I apply the framework to estimate demand for each qualifying retailer-product combi-
nation. Retailer-product combinations are separated into two categories: surviving products
(those that continue to be sold) and discontinued products (products that the retailer no
longer sells). Products with at least 10 weeks of data (10 observations) are included in the
estimation. The objective of this estimation will be to distinguish the di�erences between
products that continued to be sold once adopted and those that the retailer decided to stop
carrying before the end of the data set. The framework and identi�cation technique are then
used to understand retailer learning over time.

In settings where retailers and wholesalers both learn from realized sales, wholesale prices
may incorporate demand information and therefore cease to be plausibly exogenous instru-
ments. Covariance restrictions remain valid in such environments because they rely only
on the orthogonality of underlying demand and cost shocks rather than on pricing deci-
sions being uninformed regarding demand shocks. Given the opening of new legal cannabis
markets in Washington and the presence of learning by both wholesalers and retailers, this
identi�cation strategy is particularly well suited to the setting studied here.

4.4. Bivariate-normal Bayesian Learning

Next, I incorporate the demand estimation framework into a model of bivariate-normal
Bayesian learning. Incorporating the demand framework into the learning model introduces
signals that are adjusted for endogeneity and re�ect the signals the retailer receives from
the quantity sold. Bayesian learning allows for the inclusion of prior beliefs into the learning
process and is consistent with the reduced-form evidence of learning presented earlier. This
learning framework allows me to recover the retailer's initial prior beliefs regarding a product
upon its adoption. Given these initial beliefs, I then observe the posterior beliefs after the
product's last observation.

The retailer's beliefs about product demand and the optimal price evolve as follows:

1. The retailer sets Pit , which is based on the wholesale price at time t, a prior estimate
of price sensitivity (� p

it ), a prior estimate of demand curve location (Apit ), and the
incorporation of any potential signal about current demand shocks.

2. The retailer observes Qit , which is the result of its choice of Pit . The realized history
of Qit and Pit sends a signal to the retailer about the value of A and �.

3. Based on the signal Qit sends about product demand, their beliefs are updated about
A and �.

4. The posterior becomes the prior for period t+1, and the process repeats.

In this learning framework, equations 6 and 7 represent the signals sent to the retailer
after the observation of Qit . The retailer uses this new information to update their beliefs
about the product's demand parameters. Beliefs about the parameters and the variance of
those beliefs update as follows:

� p
t+1 = (� �1

t+1 )�1 (� �1
t � p

t + t� �1 � s
t ) (8)

� �1
t+1 = � �1

t + t� �1 (9)
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Here, �pt is a vector of the retailer's prior mean beliefs at time t about the product's
demand parameters, and �st is the new signal to be incorporated. ��1t is the precision of the
retailer's prior beliefs and � �1 is the precision of the signal. Here, ��1t denotes prior precision
and � �1 denotes signal precision. For ease of exposition, the discussion below focuses on
changes in the precision of beliefs, with higher precision corresponding to lower posterior
uncertainty. The framework will be used to assess whether there are di�erences in the initial
prior beliefs of products that were kept versus those that were discontinued. In addition, I
can observe how retailer beliefs evolve over time. The next section shows the results of the
estimation using the structural framework outlined in this section.

Product exit represents a distinct dimension of �rm learning that is not explicitly mod-
eled in this paper. While pricing decisions re�ect learning about demand parameters such
as price sensitivity and demand levels, exit decisions are more closely related to learning
about product pro�tability and the thresholds at which products are retained or discon-
tinued. Modeling such decisions would require a dynamic framework that jointly considers
pricing and assortment choices. Instead, this paper conditions on observed product survival
outcomes and examines how learning about demand parameters di�ers across products that
are ultimately retained versus discontinued. This approach provides insight into how belief
updating relates to product performance while avoiding additional structural assumptions
regarding exit behavior.

5. Results

This section begins by presenting demand estimates obtained using the Mackay-Miller
method. The estimates are reported separately for products that are retained through the
end of the sample period and products that are discontinued prior to May 2017. I then
examine whether these estimates vary systematically with market size. Following the demand
analysis, I estimate a bivariate-normal Bayesian learning framework that recovers retailers'
prior beliefs at the time of product adoption and their posterior beliefs after the �nal observed
sales period. Comparing these beliefs to the structural demand estimates allows for an
assessment of how quickly and how accurately retailers learn about product demand. Finally,
I present counterfactual outcomes. First, I present counterfactuals under the assumption
that retailers knew the true demand parameters at the time of adoption. Next, I present
two alternative counterfactuals. I conclude by assessing the gap between actual and optimal
prices over time.

5.1. Results of Demand Estimation

Table 3 reports estimates of demand parameters obtained using both OLS and the
Mackay-Miller estimator. The sample includes retailer-product combinations with at least
10 weeks of observed sales. Panel A reports estimates for products that remain on retailers'
menus through May 2017 (hereafter, survivors), while Panel B reports estimates for products
that are discontinued prior to May 2017. Extreme outliers are excluded from the analysis.18

18Approximately 5% of observations are dropped from the upper and lower tails of the parameter distri-
butions.
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Clear di�erences emerge between products that are retained and those that are discon-
tinued. For surviving products, the demand location parameter A exhibits both higher mean
and median values, indicating stronger baseline demand. In contrast, discontinued products
exhibit lower estimates of A. Estimates of the price sensitivity parameter � also di�er across
groups. For both OLS and Mackay�Miller estimates, surviving products display more nega-
tive values of �, indicating greater price sensitivity relative to discontinued products. Taken
together, discontinued products are characterized by lower demand levels and weaker price
responsiveness.

While the di�erences in A are intuitive, the patterns in price sensitivity warrant additional
discussion. One interpretation is that price reductions for poorly performing products may be
insu�cient to generate meaningful increases in sales, either due to weak underlying demand
or limited scope for substitution within retailers' assortments.

Table 3 does not account for geographic heterogeneity. To examine whether the results
are driven by di�erences in market size, Table 4 reports demand estimates separately for
retailer�product combinations located in census-designated places (CDPs) ranked among the
top ten by population in Washington State and those located outside the top ten. Survivors
and discontinued products are again reported separately.

The aforementioned patterns remain unchanged. Within the top ten CDPs, surviving
products exhibit higher mean and median demand and greater price sensitivity than discon-
tinued products. The same pattern holds for jurisdictions outside the top ten. In addition,
demand levels are higher in larger markets for both survivors and discontinued products.

One limitation of this CDP-based classi�cation is the potential for spillovers across neigh-
boring jurisdictions. Although retail licenses were allocated by jurisdiction using a lottery
and population-based formula, consumer travel across CDP boundaries may blur market
distinctions. This concern is particularly relevant for areas surrounding the Puget Sound.

To address this issue, Table 5 reports demand estimates separately for King County,
Pierce County, Snohomish County, and all remaining counties combined. Within each county,
surviving products consistently exhibit higher median demand and greater price sensitivity
than discontinued products. These patterns also hold when considering mean estimates,
with the exception of King County, where a small number of outliers a�ect the mean while
the median continues to re�ect the previously mentioned pattern.

Taken together, the results in Tables 3 through 5 provide consistent evidence that prod-
ucts retained by retailers are associated with higher demand levels and stronger price respon-
siveness. These �ndings are robust to alternative de�nitions of market size and geographic
aggregation.

5.2. Results of Bayesian Learning

Table 6 reports results from the bivariate-normal Bayesian learning framework. Panel
A presents estimates for surviving products, while Panel B presents estimates for discontin-
ued products. The �rst four columns report retailers' prior beliefs at the time of product
adoption, while the remaining columns report posterior beliefs after the �nal observed sales
period.

The prior estimates suggest that retailers begin with similar beliefs about the level of
demand across products. Di�erences in the prior beliefs for the price sensitivity parameter �
are small. However, prior variance estimates for A are substantially larger for discontinued
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products, indicating greater uncertainty at the time of adoption. Overall, retailers appear to
enter with comparable expectations regarding mean demand parameters but di�ering levels
of con�dence.

The posterior estimates reveal several important patterns. Posterior beliefs move toward
the corresponding structural estimates for A, and posterior means diverge between surviving
and discontinued products. Posterior variances decline as sales data accumulate, re�ecting
the standard Bayesian updating mechanism whereby additional observations increase the
precision of beliefs even when signals are noisy.

Posterior means move toward the structural estimates but do not converge fully, remain-
ing systematically biased even after extended exposure to sales data. For surviving products,
convergence appears gradual, consistent with noisy or imprecise early demand signals that
slow the learning process [3]. While posterior mean estimates of � move toward the corre-
sponding structural estimates on average, the median posterior estimate shifts toward values
closer to zero. This pattern indicates substantial heterogeneity in learning dynamics across
retailer�product combinations.

Figures 8 through 11 illustrate the distribution of prior and posterior parameter estimates.
Long distributional tails are trimmed to improve interpretability. Figures 8 and 9 display the
distributions of prior mean estimates for surviving and discontinued products, respectively.
Figures 10 and 11 display the corresponding posterior distributions.

Comparing prior and posterior distributions reveals a shift toward higher values of A.
For �, although posterior variance declines within individual learning processes, the cross-
sectional distribution widens, re�ecting heterogeneity in realized demand signals. Some esti-
mates become more negative, while others move closer to zero, consistent with the increase
in interquartile ranges reported in Table 6.

5.3. Learning by Product Volume
5.3.1. Reduced-form Estimates of Learning by Product Volume

An implication found in the learning literature is that establishments should learn faster
when sales generate more informative signals. This motivates splitting products by sales
volume. Huang et al. (2022) document this pattern in liquor retailing. They �nd that
higher-volume products exhibit faster convergence of prices toward their optimal levels. To
assess whether a similar relationship appears in cannabis retailing, I estimate a model similar
to their Table 3 that regresses the absolute percentage price gap on product age separately
for high- and low-volume products, and separately for surviving and discontinued products.
Because cannabis products are adopted at di�erent times and have uneven life cycles, the
preferred speci�cation measures time using observed product age and clusters standard errors
at the retailer level.

Table 7 provides partial support for the Huang et al. result. For surviving products, the
estimated yearly change in the absolute price gap is more negative for high-volume products
than for low-volume products. The same ordering appears among discontinued products.
Thus, products with stronger sales signals tend to exhibit faster convergence of prices toward
the optimum. The estimate for high-volume survivors is statistically signi�cant, but the
other estimates are less precise. Taken together, the evidence suggests that the qualitative
volume-learning relationship extends to cannabis retailing, but more weakly than in the
liquor setting.
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This replication motivates the more detailed analysis that follows. If volume is related to
the speed with which prices approach their optimum, an important next question is whether
volume also a�ects how establishments update their beliefs about underlying demand pa-
rameters. The remaining analysis therefore moves from reduced-form price-gap dynamics
to Bayesian learning about the demand intercept and price sensitivity, again separating
products by sales volume.

5.3.2. Bayesian Learning by Product Volume
The reduced-form evidence in Table 7 suggests that higher-volume products exhibit faster

convergence of prices toward their optimal levels, consistent with more informative sales
signals [23]. This subsection examines how this pattern materializes in the belief-updating
process. Tables 8a and 8b report Bayesian estimates of the price sensitivity parameter � for
surviving and discontinued products, respectively, while Tables 9a and 9b report analogous
results for the demand intercept A. In each case, products are split at the median of average
weekly sales volume to assess whether more informative sales histories lead establishments
to learn demand parameters more quickly.

Learning about price sensitivity (�).. For surviving products (Table 8a), posterior mean
estimates move toward the structural estimates for both volume groups, but the magnitude
of convergence di�ers. For low-volume survivors, the prior mean � of �3:79 moves to a
posterior mean of �4:93, close to the structural estimate of �4:86, closing approximately
94% of the initial gap. For high-volume survivors, the prior mean of �10:72 moves to �11:75
relative to a structural estimate of �13:44, closing about 38% of the gap. In both groups,
the posterior variance declines substantially, indicating increased precision in beliefs. The
variance of � falls by 93% for low-volume products and by 66% for high-volume products.

Despite these reductions in uncertainty, median estimates remain far from the struc-
tural medians, particularly for high-volume products. This suggests that while beliefs be-
come more precise over time, substantial heterogeneity in pricing behavior persists across
retailer�product combinations.

Results for discontinued products (Table 8b) di�er markedly. Posterior mean estimates
move away from the structural estimates in both volume groups. For low-volume discon-
tinued products, the posterior mean � of �4:90 is substantially more negative than the
structural estimate of �2:56, producing a negative gap closure. A similar pattern appears
for high-volume discontinued products. Nevertheless, posterior variances fall sharply in both
groups, with reductions of approximately 95% and 61% for low- and high-volume products,
respectively. These results indicate that beliefs become more precise but not more accurate,
with posterior means overshooting the structural parameter.

Learning about demand levels (A).. Tables 9a and 9b report analogous results for the demand
intercept A. For surviving products (Table 9a), posterior mean estimates move toward the
structural values in both volume groups. For low-volume products, the prior mean of 20:60
increases to 32:37 relative to a structural estimate of 40:03, closing about 61% of the initial
gap. For high-volume products, the prior mean of 59:89 rises to 90:17 compared with a
structural estimate of 145:59, closing roughly 35% of the gap. As with �, posterior variances
decline substantially, falling by 85% for low-volume products and by 52% for high-volume
products.
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For discontinued products (Table 9b), the patterns are more heterogeneous. High-volume
discontinued products exhibit partial convergence toward the structural estimates, with pos-
terior means moving from 54:62 to 80:27 relative to a structural value of 112:09, closing
approximately 45% of the gap. In contrast, low-volume discontinued products overshoot the
structural estimate, producing a negative gap closure. As in the previous tables, posterior
variances decline sharply, indicating that uncertainty about demand levels decreases even
when posterior means do not converge to the structural parameters.

Summary. Across all tables, posterior variances decline substantially, indicating that retail-
ers become increasingly con�dent in their beliefs as additional sales observations accumu-
late. However, convergence of posterior means toward the structural parameters is uneven.
Surviving products generally exhibit movement toward the structural estimates, while dis-
continued products often do not (or may overshoot the structural parameter). Moreover,
high-volume products begin with larger discrepancies between prior beliefs and structural
estimates, which limit the share of the initial gap that is closed even when posterior estimates
move in the correct direction and learning is substantial. Together, these results show that
while uncertainty declines, learning about demand parameters remains slow and incomplete,
particularly for products that eventually exit. This pattern is consistent with prior work em-
phasizing that learning can be gradual when signals are noisy or experimentation is limited
[13, 3, 34].

Convergence toward the structural parameters is weaker for high-volume products despite
longer sales histories on average. One explanation is that these products exhibit less price
variation, limiting the identifying variation needed to learn demand elasticity. In contrast,
lower-volume products are more frequently discounted, generating more informative signals.
Informal interviews with industry participants suggest that retailers occasionally rely on
simple markup rules when pricing high-volume products, consistent with evidence that retail
pricing occasionally follows heuristic rules rather than active experimentation [14]. In these
informal interviews, retailers discussed that they did not experiment with new prices in
order to learn about the product's demand. Retailers also mentioned asymmetric behavior in
pricing changes, as they were more willing to cut prices instead of raising them. Retailers also
did not jointly price products. Such pricing behavior may generate limited experimentation
and slow learning about demand parameters.

5.4. Counterfactual Assessment of Variable Pro�t

An important exercise that can help assess the economic importance and consequences of
learning is a counterfactual assessment of variable pro�ts. In this exercise, I assume retailers
know the true demand parameters at the time of product adoption. Using wholesale prices
and Mackay-Miller estimates for the respective retailer-product combination, I generate the
optimal price for a given week. For the same week, the quantity sold is generated using the
demand equation. This process is repeated for all of the observations for a product. From
this process, a counterfactual cumulative variable pro�t is obtained for each retailer-product
combination. The comparison of counterfactual variable pro�ts to actual variable pro�ts
illustrates the potential losses due to the learning process.

The counterfactuals should be interpreted as model-based benchmarks rather than lit-
eral forecasts of what would occur if all market participants suddenly became fully informed.
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They compare observed pricing to alternative pricing rules within the maintained demand
framework, using the recovered shocks and estimated demand parameters from the struc-
tural model. As a result, the di�erence between observed and counterfactual outcomes is
informative about the pricing implications of imperfect information and alternative pricing
behavior, but it should not be read as an exact decomposition of ine�ciency into uniquely
identi�ed behavioral channels. This interpretation is especially important in a setting where
retailers, consumers, and upstream �rms may all be learning over time.

The counterfactual exercise I perform utilizes the shocks recovered during the Bayesian
estimation process. The use of shocks accounts for the convexity of the pro�t function in
price and wholesale price [24]. During the Bayesian estimation process, the demand shock
incorporated into the pricing strategy can be recovered by taking the di�erence between the
price observed in the data at time t and the predicted optimal price given beliefs at time t.
Similarly, the shock revealed by quantity sold and not incorporated into the pricing strategy
can be recovered by taking the di�erence between the quantity observed in the data at time
t and the predicted quantity sold given beliefs at time t.19

The equations for the recovery of shocks are as follows:
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it is de�ned in equation 5. �̂ it is estimated in this manner for numerical stability and

to account for possible outliers.20 Given prior beliefs at time t, P�
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is recovered. After recovering both shocks at each time period for every retailer-product
combination, the optimal price and resulting counterfactual quantity can be estimated as
follows:
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The optimal price is calculated using the true parameters found by the Mackay-Miller
method, Ŵit , and �̂ it . The counterfactual quantity sold at time t is then calculated using the
optimal price, true parameters, and recovered shocks. Following this process, a counterfac-
tual cumulative variable pro�t is obtained for each retailer-product combination.

Table 10 evaluates the economic importance of learning by comparing realized variable
pro�ts to a counterfactual scenario in which retailers know the true demand parameters
at the time of product adoption. The counterfactual optimal price is computed using the
Mackay�Miller structural estimates together with the recovered demand shocks described in
Section 4. For each retailer�product combination, cumulative counterfactual pro�ts are then

19For �̂ it : P̂it � P �
it = 0. For !̂ it : Q̂it � Q �

it = 0, where Q�
it = f(P �

it ; A i ; � i ; � it ; ! it ).
20Outlier values encountered on approximately 6% of total observations.
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compared to realized pro�ts. 250 observations are dropped from both the upper and lower
tails to reduce extreme outliers.

For surviving products, the counterfactual results indicate that learning frictions can
generate large forgone variable pro�ts. If retailers had known the true demand parameters
at adoption, average variable pro�ts would have been approximately 93% higher for high-
volume products and 108% higher for low-volume products. Median gains are roughly 84%
and 95% for high- and low-volume products, respectively. These magnitudes indicate that
suboptimal pricing leads to substantial amounts of lost variable pro�ts.

A similar pattern emerges for products that were discontinued despite generating pos-
itive realized variable pro�ts. For both high and low-volume products in this group, the
counterfactual analysis indicates that pro�ts would have been approximately 111% higher
on average if the true demand parameters had been known at adoption. Median gains are
approximately 93:5% for high-volume products and approximately 98% for low-volume prod-
ucts. These results imply that even pro�table products were frequently priced far from the
pro�t-maximizing level.

For products that were discontinued after generating negative cumulative pro�ts, the
counterfactual exercise instead measures the pro�ts that could have been avoided had the
product never been adopted. On average, retailers would have avoided losses of approxi-
mately $557 for high-volume products and $98 for low-volume products. Median avoided
losses are smaller but still economically meaningful. These �ndings suggest that imperfect
learning also contributes to costly adoption decisions.

In this exercise, the variable pro�ts lost due to the learning process are signi�cant. The
learning process is a key factor in these consequences. In addition, two other retailer be-
haviors might be exacerbating the e�ect. When informally interviewing retailers about their
pricing strategy, some retailers mentioned that they are more likely to lower prices than
increase prices due to consumer behavior. In this instance, asymmetric behavior can lead to
prices being suboptimal. Second, retailers may engage in keystone pricing. Keystone pricing
is a term used to refer to the use of a pricing rule-of-thumb where the retail price is twice
the size of the wholesale price. Previous research has discussed the use of this rule in the
cannabis industry [14]. In particular, a Seattle retailer I interviewed stated that they use
a general rule-of-thumb as an initial starting point and then adjust accordingly. Using a
rule-of-thumb is reasonable upon initial adoption and early uncertainty. However, heavy use
of this rule can lead to suboptimal pricing.

To assess the keystone pricing issue, I count the number of usable cannabis transactions
with markups that fall in a certain range. There are approximately 60 million retail usable
cannabis transactions in the data set. To make my assessment conservative, I count any
transaction where 0:45 � (P � W)=P � 0:60. Exactly doubling the wholesale price leads to
a value of 0.5 using this equation and is consistent with the de�nition of keystone pricing.
However, rounding may occur in the recreational cannabis industry. In the initial stages
of legalization, retailers would often round up in order to keep transactions in whole dollar
amounts [16]. This made cash transactions easier, given the issues with federal legality and
banking. Of all usable cannabis transactions included in the data set, approximately 15% fall
in this range. This is a conservative estimate with a wider range, and most markups do not
fall into this range. If I restrict the sample to observations post-tax change, approximately
13% fall in this range. Such heuristics may limit price experimentation and contribute
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to persistent deviations from optimal pricing. Overall, the results highlight the economic
importance of learning. Incorrect beliefs and limited experimentation generate substantial
losses in variable pro�ts, particularly early in the product life cycle. These losses may be
ampli�ed by heuristic pricing and myopic adjustment behavior.

5.4.1. Alternative Pricing Counterfactuals
The full-information counterfactual in Table 10 shows that observed pricing leaves sub-

stantial pro�ts unrealized. To better understand the sources of these losses, I next consider
two simple behavioral counterfactuals that isolate particular pricing rules commonly dis-
cussed by retailers. The �rst imposes a heuristic pricing rule, under which price is set equal
to a 50 percent markup over wholesale cost in every period. The second imposes an asym-
metric pricing rule. In this case, I compute the full-information target price in each period
using the recovered structural demand parameters and shocks, initialize the spell at the ob-
served �rst-period price, and then allow establishments to reduce price when the target falls
below the previous posted price but not to raise it. Formally, the rule is Pt = minfP t�1 ; P �

t g
for t � 2, where P �

t denotes the full-information price. Because this exercise uses the true
structural target, the asymmetric counterfactual isolates the consequences of one-sided price
adjustment while holding �xed the underlying demand environment.

Table 11 reports median pro�t gaps for the two behavioral rules alongside the full-
information benchmark. In each case, the pro�t gap compares observed cumulative pro�ts
with the pro�ts implied by the relevant counterfactual pricing rule. Table 12 then rescales
those pro�t gaps relative to the full-information benchmark. In both tables, 250 observa-
tions are dropped from both the upper and lower tails to reduce extreme outliers. These
ratios should be interpreted as showing how closely each behavioral rule approximates the
full-information pro�t gap within a given survivor-status and volume cell. They therefore
provide disciplined comparisons of alternative pricing rules within the model, rather than a
literal accounting decomposition of the full-information gap.

Two patterns emerge. First, the heuristic rule explains little of the lost pro�t for high-
volume products. Among surviving high-volume products, the median pro�t gap under the
50% markup rule is 15.25 percent, compared with 84.06 percent under full information; for
discontinued high-volume products, the corresponding values are 33.73 percent and 93.42
percent. By contrast, the keystone rule comes much closer for low-volume products, where
the median gaps amount to roughly four-�fths of the full-information benchmark. This
pattern suggests that a simple markup heuristic may approximate observed pricing for some
lower-volume products, but it does not come close to reproducing the pro�t losses associated
with higher-volume products.

Second, the asymmetric rule performs better than keystone pricing in every cell, but it
still does not fully reproduce the full-information benchmark. For surviving high-volume
products, the median pro�t gap under the asymmetric rule is 56.43 percent, or about 67 per-
cent of the full-information gap. For discontinued high-volume products, the corresponding
�gures are 69.13 percent and 74 percent. The asymmetric rule also accounts for a large share
of the gap for low-volume products, where the ratios range from 88 to 92 percent. These
results indicate that one-sided price adjustment is an economically important feature of es-
tablishment pricing behavior, especially for lower-volume products. At the same time, the
remaining distance from the full-information benchmark should be interpreted cautiously. It
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is consistent with foregone gains from incomplete upward adjustment, but it may also re�ect
other di�erences between the behavioral rule and the full-information pricing path, including
the inherited initial price and di�erences in the timing and magnitude of price changes.

Taken together, the alternative pricing counterfactuals indicate that the large pro�t gaps
in Table 10 are unlikely to arise from a single pricing rule alone. A simple markup rule
captures only a modest portion of the lost pro�ts for higher-volume products, while the
asymmetric markdown rule explains a much larger share but still falls short of the full-
information benchmark. The evidence therefore points to a combination of heuristic pricing
and incomplete price adjustment as contributors to observed ine�ciency, rather than to
any single friction in isolation. This interpretation also provides a bridge to the price-gap
evidence that follows, which examines how these deviations from optimal pricing evolve over
the product life cycle.

5.5. Counterfactual Assessment of Price Gaps

Examining the di�erence between optimal and observed prices over time o�ers another
perspective of the learning process and its economic signi�cance. Following the counterfac-
tual assessment of variable pro�ts, I assume that retailers know the true demand parameters
at the time of product adoption. I use equations 10 and 12 from the structural model to
generate full-information optimal prices. The optimal price serves as a reference point for
how closely an observed retailer pricing decision is to the optimal pricing decision at a given
point in time. I then compare the optimal price of a given product to its actual price and an-
alyze how the percentage price gap evolves over time. The percentage price gap is calculated
as follows:

P riceGapit =
~Pit � P̂it

~Pit
� 100 (14)

Figure 12 presents the percentage price gap between optimal and actual prices by month
for both surviving and discontinued products. Products that were carried for at least 10
weeks are included in the sample to remain consistent with the structural estimation. The
�gures contain a black line that represents the median price gap at a given point in time.
The shaded area displays the interquartile range and the red horizontal line represents the
situation where the gap between optimal and actual prices is zero.

The panel on the left documents the percentage price gap for products that are carried
throughout the sample once adopted. The panel covers July 2014 through May 2017 (the full
sample period). Retailers start o� misinformed about product demand. After two months of
operation, the median price gap is -80.61%, and the interquartile range is 184.22 percentage
points (with the upper and lower quartiles at 2.64% and -181.58%, respectively). This is
consistent with high retail prices upon the opening of the market. Price gaps consistently
decrease over time, and the adjustment is rapid in the earlier stages. Six months after
legalized cannabis sales began, the interquartile range shrank to 149.09 percentage points
(with the upper and lower quartiles 26.87% and -122.22%, respectively). This constitutes a
65 percentage-point decrease in the interquartile range since the start of recreational cannabis
sales. The change in tax structure provides a brief shock to the median price gap and lower
quartile in July 2015, but the patterns continue to show a gradual convergence. At the
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end of 2016, the upper and lower quartiles are 38.76% and -45.23%. The median price gap
continues to decrease and closes at the end of 2016.

These patterns are consistent with the learning literature [7, 23]. The median price
gap declines over time, and the interquartile range narrows, indicating that pricing moves
gradually toward the full-information benchmark. The adjustment is faster early in the
product life cycle and slower thereafter, consistent with the reduced-form evidence presented
above. At the same time, convergence remains incomplete: even at the end of the sample,
the interquartile range remains above 60 percentage points.

The panel on the right documents the percentage price gap for products that are even-
tually discontinued after being carried a minimum of 10 weeks by the retailer. The patterns
are consistent with the panel on the left and those found in the learning literature. Retailers
are again misinformed about product demand. The rate of learning is faster in the early
stages and more gradual in later stages. The di�erence between the upper and lower quartile
decreases over time. Although these patterns are consistent with the learning literature, it
should be noted that products are dropping out of the sample in this group. The maximum
number of retailer-product combinations that record a sale in each month is June 2016 and
steadily declines from that point. The last period covered in the graph is December of 2016.
This restriction re�ects the fact that, by de�nition, this group does not survive through May
2017. Thousands of retail-product combinations in this discontinued sample are still sold
during December 2016, but these represent a diminishing set of products.

Figures 13 and 14 provide a complementary view by splitting products by survival status
and whether average weekly sales volume is above or below the median. Each �gure plots the
monthly median price gap and the interquartile range. For surviving products, the median
price gap moves steadily toward zero for both volume groups, while the interquartile range
narrows substantially, indicating gradual adjustment toward the optimal price and reduced
dispersion in pricing behavior over time. For discontinued products, the median price gap
also moves toward zero, although the pattern is less pronounced and dispersion remains larger
throughout the sample period. In addition, the number of observations declines over time as
products exit, meaning the later months represent a smaller, selected sample of remaining
products. Together with the counterfactual pro�t results, these �gures indicate that retail-
ers update pricing as new information arrives, but convergence to pro�t-maximizing prices
remains slow and incomplete for many products.

6. Discussion and Future Considerations

6.1. Discussion of Results and Slow Learning
In this analysis, I have shown reduced-form evidence of learning by retailers as they gain

experience pricing and selling recreational cannabis in the state of Washington. I estimate
the demand for each product individually and assess di�erences between products that con-
tinued to be carried and those that were discontinued. I found that discontinued products
have lower demand and are less price sensitive than products that continue to be carried.
Following demand estimation, a Bayesian framework was introduced to model the learning
process following the introduction of new products in a retail establishment. Estimation
using the Bayesian learning framework shows that initial beliefs upon adoption are similar
for both survivors and discontinued products. However, estimates indicate that there is more
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uncertainty in the adoption surrounding products that eventually get discontinued. Beliefs
about surviving and discontinued products diverge over time. I then split the sample fur-
ther and examine whether higher sales volume leads to more informative demand signals. I
�nd that the beliefs for discontinued products often become more precise without becoming
more accurate, because posterior means overshoot or fail to converge toward the structural
parameters. On average, retailers overshoot the structural parameters while learning about
products eventually discontinued. With survivors, the gap between initial priors and struc-
tural parameters closes faster for low-volume products. However, this is due to retailers
drastically underestimating the structural parameters of the high-volume products and thus
have a larger gap to close. This is especially true for the demand location parameter A. In
both structural assessments, covariance restrictions were used to recover demand parame-
ters and reduce any biases that occur due to the econometrician's inability to fully observe a
retailer's pricing strategy. This procedure for addressing endogeneity is an alternative to the
use of instrumental variables. The procedure alleviates issues concerning the use of whole-
sale price as an instrument in this setting. This research shows that cannabis retailers learn
to set better prices, but the learning is slow and imperfect. Some variable pro�ts are not
captured due to the learning process, and the study quanti�es the consequences of limited
information in this setting.

Although evidence shows that retailers are learning about the demand for their products,
the learning process is incomplete and heterogeneous. The incomplete convergence of retailer
beliefs to the true estimated parameters indicates that learning occurred in slow and uneven
fashion. This result is not unprecedented. Other theoretical and empirical work on learning
demonstrates that economic agents often learn more slowly than foundational models of
rational updating predict.

In a paper discussing technological di�usion, farmers in Ghana took considerable time
to update their beliefs about the pro�tability of pineapple cultivation despite observable
outcomes in their information neighborhood [9]. Similarly, lenders using the online peer-
to-peer platform Prosper.com gradually learned to price risk more accurately, adapting to
observed loan outcomes and market dynamics. However, their learning process was slow
and uneven, with substantial heterogeneity across cohorts persisting throughout the sample
[15]. In marketplaces that rely on user feedback, the speed of learning about product quality
di�ers signi�cantly depending on the design of feedback mechanisms. Under-reporting of
negative experiences and selection e�ects can slow the learning process and lead to slower
adjustments in pricing or marketing strategies [1]. In another case of a new market evolving,
the evolution of the UK frequency response market demonstrates that �rms' learning pro-
cesses were slow and heterogeneous, characterized by initial experimentation and reliance on
adaptive strategies rather than theoretically optimal ones. The market took three and a half
years to converge to a stable equilibrium, indicating that learning occurred at a slower pace
than predicted [11].

Experimental research corroborates and enriches the �eld �ndings. Erev and Haruvy
[13] demonstrate through multiple experiments that decision makers typically deviate from
full-information Bayesian updating. Instead, they engage in a gradual learning process char-
acterized by trial-and-error and partial belief adjustment. Participants tend to overweight
recent outcomes and occasionally under-react to informative signals, causing learning to be
slower and less complete than standard models would predict. Behavioral biases, institu-
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tional factors, and incomplete signal processing can inherently lead to slow convergence to
the optimal strategy. From a theoretical perspective, Vives [34] provides important insights
on the rate of learning by rational agents in repeated settings. In the author's framework,
Bayesian learning can converge to the true parameters under speci�c information struc-
tures. In practice, the agent may do so at a speed that is slower than presumed by simpler
rational-expectations models. Theoretical results highlight the importance of understanding
transitional dynamics.

Synthesizing this research indicates that a combination of institutional settings and biases
that manifest in the learning process led to slow learning in Washington's cannabis markets.
If the signal a retailer receives is too noisy in the early stages, a higher weight is placed
on prior beliefs [3]. Managers are human and are subject to behavioral biases. They may
succumb to recency bias or underweight informative signals. Some retailers may be reluctant
to increase prices, which leads to asymmetry in pricing decisions. Many retailers seem to
operate myopically and price items separately without considering strain interdependence
in pro�t maximization. The use of keystone pricing as an initial heuristic can also lead to
suboptimal outcomes.

6.2. Future Work and Extensions

This study establishes a foundation for the investigation of learning by smaller cannabis
retailers while using covariance restrictions to account for endogeneity. With the initial
foundation introduced on this topic, future extensions can address limitations and further
connect this research to the frontier of other disciplines. These possible extensions include a
more expansive demand model, inclusion of covariates, modeling the choice to keep or drop
a product, and counterfactual exercises that explore strategies to optimize learning for a
smaller retailer.

The choice of a linear demand model has clear bene�ts. The framework is simple and easy
to interpret. The demand parameters summarize what the retailer is learning about surviving
and discontinued products. The equation for optimal price that maximizes variable pro�t
closely re�ects the pricing strategies of retailers in the industry. The framework is �exible
and the Mackay-Miller method can be incorporated to address endogeneity. The framework
can also be combined with a Bayesian learning framework. However, the assumption of
linear demand may be too simplistic. Although this analysis provides novel estimates of
the location of the demand curve and price sensitivity, the framework does not account
for product substitutability. The pricing strategy matches the strategy of retailers, but
consumers ultimately incorporate the price of related goods into their decision to purchase a
product. With the incorporation of product characteristics, the demand framework can be
adjusted to assess the products together as a system in characteristics space. Incorporating
this adjustment allows for the use of random coe�cients logit in demand estimation [5]. The
model will account for the fact that consumers likely have preferences over characteristics
and view products as substitutes. A random coe�cients logit model can generate more
�exible elasticities [2].

The analysis shows clear di�erences between products that continue to be sold and those
that are discontinued. However, this research does not address the decision to keep or dis-
continue. A future expansion can include the modeling of this decision for retailer-product
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combinations. I can expand the Bayesian framework to include a conditional choice probabil-
ity that models the exit decision for products. Although the retailers I informally interviewed
believe that they behave myopically, a discount factor included in these models would allow
me to test this assumption. In addition, I can investigate a counterfactual in which retailers
are more forward-looking.

This research through the lens of a monopolistically competitive retailer has connections
to recent literature on operations research and machine learning. The content and process of
how a typical retailer learns can be connected with optimal learning methods at the forefront
of these �elds. The methods outlined by Powell [30] and Lieber [25] can be explored to see
if a comparison between optimal and actual learning processes can be implemented. This
exploration may yield information that a typical retailer can use to speed up the learning
process.
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Appendix A. Evidence Showing Retailers Have Control Over Product Choice

The state of Washington decided to limit the number of retail establishments allowed
to operate in the state. The WALCB decided on a cap of 334 retail licenses and used
BOTEC Analysis Corporation, a consulting �rm, to assign the licenses to counties and
jurisdictions [33]. The quota was later increased to 556. The licenses issued to producers
and processors did not have a cap on entry. Producers and processors were also allowed
to vertically integrate, but retailers must remain separate from suppliers. This structure
established an environment where suppliers outnumber retailers, and gave retail managers
considerable power to choose which products they wanted to carry.

Table A.1 shows the entry results for suppliers and retailers by year. Throughout the
duration of the data set, retailer entry increased at a moderate pace. During June 2015,
about a year after recreational sales began, only 161 retailers reported sales. The number
of locations did not exceed the initial quota of 334 until December 2016. At the end of July
2017, only 387 locations reported sales. Meanwhile, 250 suppliers recorded sales to retailers
during June 2015, and more than 500 di�erent suppliers recorded sales during 2017. Supplier
entry outpaced retailer entry, and retailers were able to sell a wide variety of cannabis strains.
Competition in supply likely led to the decrease in wholesale prices observed in Section 3 of
the study.

Informal interviews and evidence from the Washington traceability data set show that
retailers have the power to choose the products they sell. To show that retailers are making
choices to keep or discontinue products, I create a data set that focuses on the transfer of
products from supplier to retailer and the exit of products from the dataset. This data
set logs the exit date of retailer-product combinations, the exit date of supplier-product
combinations, and the last transaction in which a retailer makes a purchase from a supplier
for a particular product. A retailer exit date is de�ned as the last retail transaction recorded
for a particular retailer-product combination. A supplier exit date is de�ned as the last
wholesale transaction/transfer recorded for a particular producer-product combination. I
de�ne a producer by its organizational ID number issued by the WALCB.21 Producer-
product IDs that do not last more than 4 weeks are dropped from the data set to rule
out test batches or samples. Careful attention is paid to the asymmetry in product choice
decisions. A retailer's decision to drop a product a�ects a single retailer-product combination.
However, a single supplier decision can a�ect multiple retailer-product combinations. In this
process, I log and count the unique exit decision to properly quantify and show that retailers
have the power of product choice and are a driving force in product exit decisions.

Figure A.1 illustrates the proportion of exit decisions made by retailers and producers. In
36,163 cases, the retailer stopped carrying the product before the producer stopped producing
it. In these cases, the last sale of the retailer-product combination occurred and the producer
continued to create and sell the product to other retailers. In 10,072 cases, the producer
discontinues a product and retailers are no longer able to purchase the producer-product
combination. In these instances, the product exit decisions are clear and yield evidence that
retailers have the ability to choose which products they want to carry.

It should also be noted that there is a third category in which the exit decision is not

21De�ning a producer by its location ID number does not change the results of the investigation.
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easily categorized. There are 10,540 cases in this category. In these cases, the retailer makes
its last wholesale purchase from a producer for a particular product, and there is a delayed
exit for the retailer and/or producer. However, the retailer did not sell out of the last batch
in a timely fashion and the producer technically would be credited with the exit decision. To
add context to this category, I calculate the di�erence (in months) between the producer's
exit date of the product and the retailer's last wholesale purchase of the product. Although
7,423 cases have a time di�erence of less than two months, the remaining cases have a time
di�erence of 2 to 24 months. These longer time frames do not rule out a decision to no
longer purchase the product from a producer, while technically still having small amounts
of the product on hand. This third category does not a�ect the main �nding of this section:
retailers have the authority to determine which products to carry and stop carrying.
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Tables

Table 1: Response of Margins and Mark-ups to Past Quantity Sold

Dependent Variables

(1) (2)
Log Margin Log mark-up

Main Variables of Interest
Margin it�1 (� 1) 0.513���

(0.032)
Margin it�1 x Q(it�1)(it�2)

+ (� 1) 0.081��

(0.04)
Margin it�1 x Q(it�1)(it�2)

+ x Age (� 1) -0.048���

(0.015)
markupit�1 (� 1) 0.580���

(0.037)
markupit�1 x Q(it�1)(it�2)

+ (� 1) 0.168���

(0.05)
markupit�1 x Q(it�1)(it�2)

+ x Age (� 1) -0.028��

(0.015)
Additional Lag Terms
Margin it�2 (� 2) 0.211���

(0.03)
Margin it�2 x Q(it�1)(it�2)

+ (� 2) -.073�

(0.037)
Margin it�2 x Q(it�1)(it�2)

+ x Age (� 2) .015
(0.011)

markupit�2 (� 2) 0.193���

(0.038)
markupit�2 x Q(it�1)(it�2)

+ (� 1) -.156��

(0.049)
markupit�2 x Q(it�1)(it�2)

+ x Age (� 2) .031
(0.013)

N 321,043 321,043
Note: Table shows the results of equation 2. Dependent variables are log margin and

and log mark-up. The natural log is also taken for the lag of margin and mark-up.

Age is the natural log of the amount of months since a product was adopted by a

retailer. Q (it�1)(it�2)
+ is an indicator that takes the value of 1 if the change between

i-2 and i-1 is strictly positive. Let i correspond to a unique product-retailer-month

combination. These regressions are estimated with reghdfe in Stata. Standard errors

are clustered at the retailer-level.

Standard errors in parentheses.
� p < 0:10, �� p < 0:05, ��� p < 0:01
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Dependent Variables

Price Per Gram Price Per Gram Log Price Per Gram Log Price Per Gram
Strains Carried -0.000 0.001

(0.001) (0.001)

Log Strains Carried -0.011 -0.010
(0.009) (0.011)

Wholesale Price 1.191��� 1.195���

(0.029) (0.032)

Log Wholesale Price 0.751��� 0.757���

(0.017) (0.018)

Log Retailer Age -0.169��� -0.166��� -0.020��� -0.019��

(0.047) (0.055) (0.008) (0.009)

Locations Per Firm -0.001�� -0.002��� -0.000��� -0.000���

(0.001) (0.001) (0.000) (0.000)

Establishments in CDP -0.002 -0.037 -0.000 -0.005
(0.005) (0.030) (0.001) (0.004)

N 828,156 703,653 828,156 703,653
Note: Columns 2 and 4 exclude observations from CDPs that did not distribute licenses via lottery. The regressions in these

columns instrument the explanatory variable that measures the number of establishments in a CDP. Scott (2024) measures the

e�ects of entry on an establishment's variable pro�t and components using these instruments. Whether or not I include

these instruments in estimation, the addition of new strains has no statistically signi�cant e�ect on price per gram. Even

a 1% increase in the number of strains yields a statistically insigni�cant e�ect on price.

Standard errors in parentheses
� p < 0:10, �� p < 0:05, ��� p < 0:01

Table 2: Reduced-Form Evidence of Retailers Pricing Strains Independently.
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Table 3: Demand Estimation: Linear Demand With Covariance Restrictions.
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Table 4: Demand Parameter Estimates- Separated by CDP

37



Table 5: Demand Parameter Estimates- Separated by Select Counties
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Table 6: Prior and Posterior Estimates: Linear Demand Under Bayesian Learning
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Learning Rates Between Time Periods and Product Groups

Survivor High Survivor Low Discontinued High Discontinued Low

Change in price gap per year -1.122** -0.338 -1.735 -0.449
(0.487) (0.870) (1.359) (0.741)

Initial absolute percentage
price gap

2.319*** 1.906*** 2.499*** 1.625***

(0.277) (0.435) (0.677) (0.220)

Observations 480165 378808 349743 311975
Retailers 331 336 326 332

Notes: Each column reports estimates from a separate OLS regression of the absolute percentage price gap on
observed product age, measured in years. The estimation sample is restricted to the �rst 52 observed weeks of
each retailer-product spell. Samples are split by survivor status and by the precomputed high- versus low-volume
classi�cation. The dependent variable is the absolute value of the percentage deviation between the observed price
and the model-implied optimal price. A more negative coe�cient on product age implies faster convergence toward
the optimal price over the product life cycle.
Standard errors in parentheses.
� p < 0:10, �� p < 0:05, ��� p < 0:01.

Table 7: Reduced-form Evidence of Learning Rate Between Time Period and Product Groups
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Table 8a: Bayesian estimates of price sensitivity (�) by product volume: surviving products.
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Table 8b: Bayesian estimates of price sensitivity (�) by product volume: discontinued products.
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Table 9a: Bayesian estimates of demand level (A) by product volume: surviving products.
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Table 9b: Bayesian estimates of demand level (A) by product volume: discontinued products.
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Table 10: Counterfactual estimates of variable pro�t with recovered shocks incorporated.
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Pro�t Gaps Under Alternative Pricing Counterfactuals

Group Full information Keystone rule Asymmetric rule

Survivor - High 84.06 15.25 56.43

[ 113.14] [ 174.66] [ 205.27]

Survivor - Low 95.17 75.57 83.40

[ 40.77] [ 65.24] [ 87.37]

Discontinued - High 93.42 33.73 69.13

[ 95.81] [ 192.45] [ 167.64]

Discontinued - Low 98.12 84.11 90.58

[ 31.63] [ 54.80] [ 64.39]

Notes: Entries report median pro�t-gap percentages at the retailer-product-spell level. The pro�t gap is de�ned
as the percentage di�erence between cumulative counterfactual pro�t and observed cumulative pro�t, expressed
relative to cumulative counterfactual pro�t. The full-information column reproduces the benchmark pro�t-gap
counterfactual from Table 10. The keystone rule sets price equal to a 50 percent markup over wholesale cost in
every period. The asymmetric rule starts from the observed initial price and allows establishments to cut price
toward the full-information target but not to raise it. Interquartile ranges are reported in brackets. Products
are split by survivor status and by whether average weekly sales volume is above or below the sample median.
Discontinued-product summaries exclude spells with negative realized cumulative pro�ts, matching the baseline
pro�t-gap analysis.

Table 11: Pro�t Gaps Under Alternative Pricing Counterfactuals.
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Share of the Full-Information Pro�t Gap Explained

Mean ratio Median ratio

Group Keystone Asymmetric Keystone Asymmetric

Survivor - High -0.545 0.356 0.181 0.671

Survivor - Low 0.472 0.569 0.794 0.876

Discontinued - High -0.386 0.445 0.361 0.740

Discontinued - Low 0.561 0.586 0.857 0.923

Notes: Entries report the ratio of the pro�t gap under each behavioral rule to the pro�t gap under the full-
information benchmark within the same survivor-status and volume cell. A value closer to one indicates that
the corresponding behavioral rule more closely approximates the pro�t losses identi�ed by the full-information
counterfactual. These ratios are useful summary comparisons, but they should not be interpreted as an additive
decomposition of the full-information gap into mutually exclusive sources. Mean-based shares use the ratio of
mean pro�t-gap percentages, while median-based shares use the ratio of median pro�t-gap percentages. Because
means are more sensitive to extreme spells, the median-based ratios are the preferred summary statistic. The
full-information benchmark is the counterfactual reported in Table 10.

Table 12: Share of the Full-Information Pro�t Gap Explained.
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Table A.1: Producers and Retailers by Year

Year Ended Producers Retailers
(Count) (Count)

2014 135 86
2015 353 199
2016 494 337
2017* 523 381
Note: Table shows Producers and retailers

operating at the end of each year, and

as of May 2017 for the end of the data

set. The estimates are based on

transactions logged by unique producers

and retailers during the month of December,

and the month of May for the year 2017.

*Data for 2017 re�ects May instead of

December.
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Figures

Figure 1: Figure displays a map of the state of Washington. The map shows active retail locations and
Census Designated Places.
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